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Abstract—In the seventy years since the Chomsky Hier-
archy, the practice of writing and reasoning about code
to recognize and parse inputs to computing systems has
given rise to far more language classes than a student
encounters in a Sipser-based theory course. In this paper,
we seek to systematize the relationships of some of these
classes into a larger hierarchy, as well as to define the
most general forms of currently open questions on parsing
complexity. We also look at some real-world data formats
and protocols and categorize where they fall (or could fall)
in the new expanded hierarchy.

1. Introduction

1.1. Seventy Years

In the 1950s, when Chomsky laid the foundation for
modern language theory, he organized his classes of
languages into a hierarchy based on their expressive-
ness. His original hierarchy can be seen in Figure 1;
the computer science versions of these language classes
appear in the “theory of computation” course (probably
based on the Sipser textbook) that is part of nearly every
computer science education.

However, formal language issues continually arise in
practice when we try to write code to recognize and
parse inputs to computing systems. Seventy years of this
practice (for example: compiler optimization, binary
verification, database systems) have given rise to far
more language classes than a student encounters in a
Sipser-based theory course.

These classes emerge for a variety of reasons, including:

• to parse real-world formats that classical parsers
are unable to handle;

• to give a more restricted version of an existing
parser with the aims of improving runtime or
having an important property that the unrestricted
version lacks;

• as a theoretical stepping stone to prove a property
of a different class of languages.

As these new grammar classes were formalized, often
comparisons to the Chomsky Hierarchy were made;
however, comparisons between each other are more

rare. Many of these classes are unknown to many pro-
grammers, as students taking an introduction to theory
or compilers course will not encounter them. In this
paper, we seek to systematize some of these classes with
the context of each other into a larger hierarchy, as well
as to define the most general forms of currently open
questions on parsing complexity. We also look at some
real-world data formats and protocols and categorize
where they fall (or could fall) in the new expanded
hierarchy.

Figure 1. The Original Chomsky Hierarchy: Chomsky categorized
formal grammars into three models. Type-3 languages (now referred
to as Regular Languages) were recognized by “Finite State Markov
Models” (now called Deterministic Finite Automata). Type-2 lan-
guages (now referred to as Context-Free Languages) were generated
from “Phrase Structures” (now called Context Free Grammars). He
also introduced the idea of a “Transformational Grammar” and later
separated the types of transformations into a restricted form and an
unrestricted form. The restricted transformations generated Type-1
languages (what we call Context-Sensitive Grammars) and without
any restrictions the grammars can generate Type-0 languages (which
are Turing complete). All subsets are proper subsets [11].

1.2. Parsers

Parsing, the process of interpreting raw data in some
structured context, is integral to many critical aspects
of computer science. Historically parsers were studied
in the context of programming languages as a way to
transform a higher level programming language into
a canonical form for compilers. As machines grew
in computational power, parsers became necessary to
interpret files saved to disk between computations. With
the dawn of the internet, untrusted data began moving



from computer to computer, and parsers became critical
to security.

Language-Theoretic Security is a philosophy which ar-
gues that security vulnerabilities arise from a discrep-
ancy between the set of inputs allowed by a system and
the set of inputs the programmer was expecting into the
system. By considering the input handling process as a
formal language theory problem and using a rigorously
defined parser, we hope to restrict what is allowed to be
exactly what is expected. In practice, this necessitates
selecting a model of computation powerful enough to
capture exactly the language of expected inputs.

This becomes problematic when many of the existing
theoretical parsing methods are insufficient to recognize
practical languages.

1.3. Chomsky Falls Short

Working with parsers in the real world gives rise to
a list of desirable properties for parsers and language
classes. We list some:

• Security attacks stemming from parser differentials
make testing parser equality a desirable quality.

• Real-world formats give rise to constructs (such as
the length field) that are not handled in the classic
hierarchy.

• It is useful to be able to parse more complicated
grammars quickly; Context Free Grammars are too
difficult from a runtime perspective.

• Ease of human readability is important. This cre-
ates a tradeoff between a language able to be
understood and maintained by humans while also
being efficient for a computer to parse.

The full computational power of a Turing Machine is
too much. Code is hard to reason about when simpler
models will do; this is how we got to need LangSec in
the first place: the code people write isn’t great unless
it is within the structure of a formal grammar. Further,
the principle of least privilege says that if we let code
touch untrusted input, we should have strict limits on
what it can do.

1.4. Contributions of this Paper

The main purpose of this paper is to systematize a
selection of the results of parsing over the past 70 years.
The proofs provided in this paper are sketches lacking
mathematical rigor and are intended to give the reader
an understanding of the key ideas behind the proofs.
Although some of the proofs are technically original,
all follow very directly from the results of the cited
research. This paper aims to collect many results into
one location with uniform notation and to relate the past
70 years of parsing to LangSec.

In this paper, we will:

• Give an overview of several important theoretical
models of parsing in Section 3.

• Organize them in a new and more modern hier-
archy in Section 4. This culminates in Figure 3
which summarizes the current relative capabilities
of different language classes.

• Show some important language properties in Sec-
tion 5. These include decidability properties, clo-
sure properties, and runtime complexity for both
the process of parsing and the process of verify-
ing a parse. We also give an overview of some
important constructs for parsing in the real world
and analyze which classes of languages can capture
them.

• Describe a few diverse file formats and network
protocols and show which can be recognized by
the parsers in Section 6. We also give a brief tour
of some of the tools used in practice for parsing.

2. Basic Definitions

Definition 2.1. (Alphabet) An Alphabet, Σ, is
a non-empty finite set of symbols.

In practice, this is most commonly all 256 bytes (i.e.
every uint8_t), though sometimes smaller characters
are used because of bit-fields. Although Σ could have
only one symbol, we assume that |Σ| ≥ 2 in this paper.

Classically, the models used to describe grammars are
divided into two broad categories:

• Generators: Models that produce strings within
the language by applying a sequence of rules.
Examples include Regular Expressions, Context-
Free Grammars, and Recursive Enumeration.

• Acceptors: Models that operate on a string to de-
termine if that string is part of the language. These
subdivide into two flavors:

– Deciders always answer “yes” or “no” for any
string. (Examples include Deterministic Finite
Automata.)

– Recognizers always answer “yes” if the string
is in the language. If the string is not in the
language, the model might say “no”—or might
never halt. Every decider is also a recognizer,
but not necessarily vise versa. (Examples of
recognizers include Turing Machines.)

In the literature, decidable languages are said to be
recursive; recognizable languages are said to be recur-
sively enumerable—Type-0 in the Chomsky hierarchy.
Decidable languages are a proper subset of Type-0,
but a proper superset of Type-1. Classical results also
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Figure 2. The theory of computation revises the Chomsky hierarchy;
each of the subsets is proper. If an input language is not at least
decidable, then it is not possible to build a parser that always correctly
decides whether input is valid.

show the existence of languages that are not even
recognizable; Figure 2 shows this hierarchy informed
by Turing’s work.

For parsing in practice, if the input language is recog-
nizable but not decidable, then it is not possible to build
a parser that always correctly decides whether input is
valid; one has to compromise somehow (or revise the
system so the language is at least decidable). If the input
language is not even recognizable, the situation is even
worse.

Some classes of languages (like Finite Languages or
Dyck Languages) are not defined by a specific compu-
tational model of generation or accepting, but instead
by a mathematical description of all languages within
the class.

Notation (Language of a Machine) For some
automata, grammar or other computational en-
gine M , we denote the Language decideda by
M as L(M). For example, the languages ac-
cepted by a particular DFA AD would be writ-
ten L(AD). Note that we are overloading the
notation here as we also denote the set of all
Languages decided by some class of machines
C as L(C). For example the class of languages
accepted by any DFA (i.e the regular languages)
could be written L(DFA).

a. In some settings the L(M) is used to denote the
language recognized by M . The only language class in this
paper for which this distinction is important is TMs.

2.1. Length and Integer Functions

One of the driving forces of parser innovation for secu-
rity is the length field. Loosely, this corresponds to any
part of a format that has two fields, one of which defines
the length of the other. For example, one might want
to accept a non-negative integer and then some number
of as so strings like "3aaa" and "6aaaaaa" are
in the language while strings like "2aaa" and "4a"
are not. A full definition of the length field, as well as

a more thorough evaluation of which language classes
can handle the length field, is given in Section 5.4. As
a requirement for generating/accepting strings of this
form, we need a way to interpret some already-parsed
part of the string as an integer—hence we define the
notion of an Integer Function.

Definition 2.2. (Integer Function) An Integer
Function over an alphabet Σ is any computable
function from Σ∗ to Z ∪ {⊥}.

Using an integer function in a grammar is essentially
telling the grammar the way to interpret the bytes read
for a grammar construct like a length field. It also
gives a grammar writer a way to encode some types of
understanding into the grammar. For example, in binary
protocols this can be used to encode an understanding of
little endian vs big endian integers. For functions which
can fail (for example, finding non-numeric characters
in a text-based protocol) the integer function also gives
a way to return ⊥ which, by default, will cause the
machine/expression to reject/fail.

3. Definitions of Language Classes

In this section, we define several theoretical models
of parsing and prove certain equivalence properties
between them. In particular, we discuss:

• Finite (3.1), Regular (3.2), Context Free (3.3), and
(briefly) Turing complete (3.12) languages, all of
which will be familiar to a reader who has taken
a standard Sipser-based theory course.

• LL(k) (3.5), LR(k) (3.6), and Context Sensitive
(3.10) languages, which are commonly covered
in some compiler and programming languages
courses.

• Visibly Pushdown Languages (3.4), Parsing Ex-
pression Grammars (3.7), Dyck Languages (3.8),
Calc-Regular Languages (3.9), and Finite Concate-
nation (3.11) which are likely more obscure to
readers than the previous languages.

3.1. Finite Languages

Finite languages are probably the simplest class of
languages, and consist of every language that can be
listed in a set.

Definition 3.1. (Finite Languages) A Finite
Language is any language with finite cardinality
(which means it does not contain an infinite
number of strings).

Remark Note that, technically speaking, most
practical languages (binary file formats, text pro-
tocols, etc..) are actually finite languages. Most



length fields are bound by some fixed size (e.g.
a uint32_t) meaning there is only a finite
combination of data which could follow. Even
some recursive formats like PDFa have a limit
on their size due to other restrictions the speci-
fication places on the recursive structures. This
means from a theoretical standpoint most things
could be parsed by checking an entry in a lookup
table. In practice these lookup tables would have
more entries than atoms in the universe, so it is
not particularly practical to view many finite lan-
guages as such; instead relying on more powerful
parsing techniques.

a. This is only true for PDFs prior to version 1.5 where
streamed cross-reference tables were introduced.[30]

3.2. Regular Languages

Probably the most fundamental class of languages for
parsing are regular languages. The language of any
parsing machine with finite memory is a regular lan-
guage, although when the combinations of memory con-
figurations get large enough (like the modern computer)
it often becomes unwieldily to use Regular Languages
to model computation.

We now formalize these parsing machines.

3.2.1. Deterministic Finite Automata. A Determinis-
tic Finite Automata (DFA) is a deterministic automata
without memory outside the control structure. A DFA
will transition to a new control state each time an input
character is read. Once the entire input has been con-
sumed, the current control state is checked to accept or
reject. The formal definition is given by Definition 3.2.

Definition 3.2. (Deterministic Finite Au-
tomata) A Deterministic Finite Automata is a
tuple A = ⟨Q, qs,Σ, δ, Qf ⟩ where:

– Q is a set of states
– qs ∈ Q is the start state
– Σ is the alphabet
– δ : Q× Σ → Q is the transition function
– Qf ⊆ Q is the set of final states

The string s = s0s1 ... sn−1 is accepted by A
if and only if there exists a sequence of states
⟨q0, q1, ... , qn⟩ such that:

– q0 = qs and qn ∈ Qf

– ∀i < n, δ(qi, si) = qi+1

3.2.2. Nondeterministic Finite Automata. Instead of
requiring the automata to transition to exactly one state
each transition, we can instead allow the automata
to pick nondeterministically. When so, we define the
automata accepting an input if there exist some selection
of transitions which allow the state machine to reach an

accepting state. A Non-Deterministic Finite Automata
(NFA) is similar to a DFA except it transitions non-
deterministically to one of some set of states upon
consuming input. If that set is empty, then the NFA
rejects by default (though there could be a different
set of choices which leads to the machine accepting).
Additionally, we allow the NFA to transition without
consuming an input character. The formal definition is
given by Definition 3.3.

Definition 3.3. (Nondeterministic Finite Au-
tomata) A Nondeterministic Finite Automata is
a tuple A = ⟨Q, qs,Σ, δ, Qf ⟩ where:

– Q is a set of states
– qs ∈ Q is the start state
– Σ is the alphabet
– δ : Q× (Σ ∪ {ϵ}) → P(Q) is the transition

function
– Qf ⊆ Q is the set of final states

The string s is accepted by A if and only if
there exists a sequence of state, string pairs
⟨(q0, x0), (q1, x1), ... , (qm, xm)⟩ with qi ∈ Q
and xi ∈ Σ ∪ {ϵ} such that:

– q0 = qs and qm ∈ Qf

– ∀i < m, qi+1 ∈ δ(qi, xi)
– s = x0x1 ... xm−1

3.2.3. Regular Expressions:. Regular languages also
have a generative language model: Regular Expressions.

Definition 3.4. (Regular Expressions) A Reg-
ular Expression over and alphabet Σ is an ex-
pression of one of the following forms:

– c (Terminal) where c ∈ Σ. This expression
can generate the string c

– e1 ◦ e2 (Concatenation) where e1 and e2
are regular expressions. This expression can
generate the string s1s2 where s1 ∈ L(e1)
and s2 ∈ L(e2)

– e1|e2 (Union) where e1 and e2 are regular
expressions. This expression can generate
the string s where s ∈ L(e1) ∪ L(e2)

– e∗ (Kleene Star) where e is a regular ex-
pression. This expression can generate the
string ϵ and it can generate the string s1s2,
where s1 ̸= ϵ, s1 ∈ L(e), and s2 ∈ L(e∗).

3.2.4. Regular Language Definition. All three of these
models can be used to describe the same class of
languages: the Regular Languages.

Theorem 3.1. For any language L, the follow-
ing statements are equivalent:

– L is recognized by a DFA
– L is recognized by an NFA
– L can be generated by a Regular Expression



Proof. A proof of this can be found in defi-
nition 1.16, theorem 1.40 and theorem 1.54 of
Sipser [45].

Definition 3.5. (Regular Languages) A lan-
guage is a Regular Language if and only if
there is a DFA that recognizes it. Equivalently,
the class of regular languages could be defined
by those that an NFA recognizes or a regular
expression generates.

3.2.5. Pumping Lemma. While DFAs, NFAs, and Reg-
ular Expressions give us nice ways to show a language
is regular, it is also necessary to prove a language is
not regular. While there are many ways of doing this,
such as using closure properties or the Myhill-Nerode
theorem, one of the most used is using the Pumping
Lemma for regular languages [45, 22].

Lemma 3.1. (Pumping Lemma for Regular
Languages) If a language L is regular, then there
exists p ∈ N such that for all s ∈ L with |s| ≥ p
there exists a partition of s = xyz with the
following properties:

– |xy| ≤ p
– |y| ≥ 1
– ∀i ∈ N, xyiz ∈ L

Proof. A proof of this can be found in theorem
1.70 of Sipser [45].

This is most frequently used to show non-regularity
via contradiction. We first assume that the language
is regular and, therefore, must have a pumping length.
Then it is often possible to construct a string that causes
a contradiction, which means the language was not
regular to begin with. Note that the pumping lemma is
only a one-way implication. It states “if a language is
regular, it must have this property” and says nothing
about languages which are not regular.1 For all the
proofs in this paper, the pumping lemma is sufficient
to show non-regularity.

3.3. Context Free

Context Free Languages (CFLs) are one of the oldest
classes of grammars, being one of the classes formal-
ized by Chomsky in the 1950s. As a result they have had
a profound impact on parsing and many other classes
of grammars have arisen by modifying or placing re-
strictions on the models which define CFLs.2

1. Indeed there are languages which are not regular but still satisfy
the pumping lemma [45].

2. In this paper alone: VPGs, LL(k), LR(k), PEGs are all basic
modifications or restrictions on CFGs. Further the ABNF format de-
scribed in Section 6 which are used for grammar definitions provided
in RFCs derive its structure from CFGs.

3.3.1. Context Free Grammar. The most common
parsing model used to talk about CFLs is Context Free
Grammars (CFGs). CFGs were developed by Noam
Chomsky in the 1950s as a rigorous approach to clas-
sify natural languages, and for most cases of natural
languages, they succeed as a natural and intuitive rep-
resentation [11]. RFCs which describe the standards for
many of the protocols upon which the modern internet
is built, often the english plain-text description with a
variant of CFGs for ease of human readability [14].

The high level idea of context free languages is to start
from some non-terminal symbol Ns. Then we apply
a sequence of rules by replacing non-terminals with
strings of other non-terminals or characters in Σ (aka
terminals). If it’s possible to perform the replacements
in such a way that the string s is generated once all the
non-terminals are replaced then s is in the language of
the grammar.

Definition 3.6. (Context Free Grammars) A
Context Free grammar is a tuple ⟨N,Ns,Σ, r⟩
where:

– N is a set of Non-terminals
– Ns ∈ N is a starting Non-terminal
– Σ is the alphabet
– r is a function which maps non-terminals

from N to expressions which are in one of
the following forms:

– ϵ (Epsilon) which can generate ϵ.
– c (Terminal) where c ∈ Σ which can

generate the length-one string c
– e1 ◦ e2 (Concatenation) which can gen-

erate any string s1s2 where s1 ∈ L(e1)
and s2 ∈ L(e2)

– e1|e2 (Choice) which can generate any
string s where s ∈ L(e1) or s ∈ L(e2)

– Ni (Non-terminal) which can generate
any string s ∈ L(r(Ni))

The Context Free Grammar can generate any
string in L(r(Ns)).

3.3.2. Pushdown Automata. CFGs also have an ac-
cepting model of computation called a Pushdown Au-
tomata (PDA). A PDA is an NFA that also has access
to a stack with which it can push and pop symbols.

Definition 3.7. (Pushdown Automata)
A Pushdown Automata (PDA) is a non-
deterministic automata with access to
a stack. Formally, a PDA is a tuple
A = ⟨Q,Qs,Σ,Γ, δ, Qf ⟩ where:

– Q is a set of states
– Qs ⊆ Q is a set of start states
– Σ is the alphabet
– Γ is a stack alphabet



– δ : Q × (Γ ∪ {ϵ}) × (Σ ∪ {ϵ}) →
P (Q× (Γ ∪ {ϵ})) is the transition function

– Qf ⊆ Q is the set of final states
The string s is accepted by A if and
only if there exists a sequence of
state, string, and stack string triples
⟨(q0, x0, µ0), (q1, x1, µ1), ... , (qm, xm, µm)⟩
with qi ∈ Q, xi ∈ Σ ∪ {ϵ}, and µi ∈ Γ∗ such
that:

– q0 ∈ Qs, µ0 = ϵ, and qm ∈ Qf

– s = x0x1 ... xm−1

– ∀i < m, there exists µ′ ∈ Γ∗ such that
(qi+1, β) ∈ δ(qi, xi, α) = and µi = α ◦ µ′

and µi+1 = β ◦ µ′

3.3.3. Context Free Language Definition. Both of
these parsing models are equivalent and describe the
same grammar class: Context Free Languages (CFLs).

Theorem 3.2. A language can be generated
by a CFG if and only if it can be recognized by
a PDA.

Proof. A proof of this can be found in theorem
2.20 of Sipser [45].

Definition 3.8. (Context Free Languages) A
language is a Context Free Language if and only
if there is a CFG that generates it. Equivalently,
CFLs could be defined by those that a PDA
recognizes.

3.3.4. Context Free Pumping Lemma. Just as regu-
lar languages had a pumping lemma which defines a
property useful for showing languages are non-regular,
context free languages has its own version.

Lemma 3.2. (Pumping Lemma for CFLs) If
a language L is context free, then there exists
p ∈ N such that for all s ∈ L with |s| ≥ p there
exists a partition of s = x1x2x3x4x5 with the
following properties:

– |x2x3x4| ≤ p
– |x2x4| ≥ 1
– ∀i ∈ N, x1xi2x3xi4x5 ∈ L

Proof. A proof of this can be found in theorem
2.34 of Sipser [45].

3.4. Visibly Pushdown Languages

Visibly pushdown languages were first proposed in
2004 as a subclass of context-free languages which were
expressive enough to capture many common grammars

while maintaining certain nice properties common to
regular languages [2].3

Definition 3.9. (Pushdown Alphabet) A push-
down alphabet of an alphabet is a partition-
ing of terminals into three groups: call symbols
(Σc), return symbols (Σr), and local symbols
(Σl). We denote the pushdown alphabet with
Σ̃ = ⟨Σc,Σr,Σl⟩ with Σc ∪ Σr ∪ Σl = Σ for
mutually disjoint Σc, Σr, and Σl.

3.4.1. Visibly Pushdown Automata. A Visibly Push-
down Automata (VPA) is a PDA which is restricted by
using a pushdown alphabet to determine how to interact
with the stack. Call symbols cause pushing to the stack,
return symbols cause popping from the stack (unless the
stack is empty, which is tracked via the introduction of a
new stack symbol ⊥), and local symbols do not interact
with the stack.

Definition 3.10. (Visibly Pushdown Automata)
A Visibly Pushdown Automata (VPA) is a non-
deterministic automata with access to a stack,
but can only push to the stack when reading call
characters and can only pop from the stack when
reading return characters. Formally, a VPA is a
tuple A = ⟨Q,Qs, Σ̃,Γ, δ, Qf ⟩ where:

– Q is a set of states
– Qs ⊆ Q is a set of start states
– Σ̃ = ⟨Σc,Σr,Σl⟩ is a pushdown alphabet

partitioning Σ
– Γ is a stack alphabet with a special symbol

⊥ ∈ Γ
– δ is the transition function and must be one

of the following for formsa:

Q× Σc × {ϵ} → Q× (Γ \ {⊥})
Q× Σr × (Γ \ {⊥}) → Q× {ϵ}
Q× Σl × {ϵ} → Q× {ϵ}

– Qf ⊆ Q is the set of final states
The string s = s0s1 ... sn−1 is accepted by A
if and only if there exists a sequence of states
(q0, q1, ... , qn) and a sequence of stack strings
(µ0, µ1, ... µn) such that:

– q0 ∈ Qs and qn ∈ Qf

– µ0 = µn = ⊥
– ∀i < n, there exists µ′ ∈ Γ∗ such that
δ(qi, si, α) = (qi+1, β) and µi = α ◦ µ′

and µi+1 = β ◦ µ′

a. The transition function is actually a union of functions
from the given domains, though sometimes it is convenient
to omit a transition with the understanding that all omitted
transitions are transitions to a single reject state which loops
on itself

3. For example, VPLs are closed under intersection and the equiv-
alence problem for VPGs is decidable where neither property holds
for CFGs.



3.4.2. Visibly Pushdown Grammars. Similarly to how
a VPA restricts interactions with the stack using a push-
down alphabet, it is possible to design a grammar where
the nature of concatenation (and therefore recursion) is
restricted by a pushdown alphabet.

Definition 3.11. (Visibly Pushdown Grammar)
A Visibly Pushdown Grammar (VPG) over a
pushdown alphabet Σ̃ is a tuple ⟨N,Ns, Σ̃, r⟩
where:

– N is a set of Non-terminals
– Ns ∈ N is a starting Non-terminal
– Σ̃ = ⟨Σc,Σr,Σl⟩ is a pushdown alphabet

partitioning Σ
– r is a function which maps non-terminals

from N to expressions which are in one of
the following forms:

– ϵ (Epsilon) which can generate ϵ.
– clNi (Local) where cl ∈ Σl and Ni ∈ N

which can generate any string in {cl} ◦
L(Ni)

– ccNicrNj (Call/Return) where cc ∈ Σc,
cr ∈ Σr, and Ni, Nj ∈ N which can
generate any string in {cc}◦L(Ni)◦{cr}◦
L(Nj)

– Ni|Nj (Choice) where Ni, Nj ∈ N
which can generate any string in L(Ni)∪
L(Nj)

The Visibly Pushdown Grammar can generate
any string in L(r(Ns)).

3.4.3. Visibly Pushdown Languages. These two mod-
els of computation are equivalent.

Theorem 3.3. A Language is recognized by a
VPA if and only if it can be generated by a VPG

Proof. The proof stems from an properties of
nested words which can be found in [1].

Which then gives rise to an new grammar class: Visibly
Pushdown Languages.

Definition 3.12. (Visibly Pushdown Lan-
guages) A language is a Visibly Pushdown Lan-
guage (VPL) if and only if there is a VPA that
recognizes it. Equivalently, the class of visibly
pushdown languages could be defined by those
that a VPG generates.

Remark (Well-Formed VPLs) The two defini-
tions given above are actually for the class of
well-formed VPLs. Some papers will use defini-
tion which allow the stack of the VPA to contain
characters other than ⊥ and also allow transitions
of the form: Q × Σr × {⊥} → Q × {⊥}.

We decide to only provide a definition for this
subclass as well-formed VPLs is wanted for most
practical use cases [25].

3.5. LL(k): Left-to-Right, Left Derivation

Although CFLs are useful and easy to read, as we will
see in Section 5, actually parsing them is slow. This
slowness stems from the non-deterministic nature of
the grammar, so deterministic parsing methods were
studied to speed up this process, which resulted in many
different parsing methods and subclasses of CFLs.

3.5.1. LL(k) Grammar. While there are many different
variants of bottom up deterministic parsers, there is
really only one type of top-down deterministic context
free parsers: the Left-to-right, Left derivation parser or
LL(k) parser [19].

Definition 3.13. (LL(k) Grammar) A LL(k)
grammar is a context free grammar ⟨N,Ns,Σ, r⟩
with the following additional restriction:

– ∀A ∈ N
– ∀ri ∈ r where ri is a rule mapping A to
e1|e2

– ∀w1, w21, w22, w3 ∈ Σ∗

– At least one of the following must be false:

– Ns →∗ w1Aw3

– e1 →∗ w21

– e2 →∗ w22

– The first k characters of w21w3 and
w22w3 are the same

There are a few different ways to define this restriction
on CFGs, though this definition requires the fewest
nested conditionals. Essentially what this restriction
means is that one can create a parsing strategy by start-
ing from the starting non-terminal, Rs, and applying
productions to match a growing prefix of an input string.
Whenever this strategy needs to make a choice, the
choice can always be made deterministically by looking
at the next k terminals of the input string.

Definition 3.14. (LL(k) Language Class) A
language is in LL(k) if it can be generated by
a LL(k) grammar.

3.5.2. Language Subclasses. Unlike previous defini-
tions, LL(k) describes not just one language class, but
a family of language classes. It is reasonable to ask if
they are all the same (i.e. ask if extra look ahead give
one no additional parsing power in the context of a top
down parser)? The answer is they are distinct.

Theorem 3.4. (Subclasses of LL(k)) ∀k ∈
N, LL(k) ⊂ LL(k + 1)



Proof. Clearly ∀k ∈ N, LL(k) ⊆ LL(k+1) as
the restrictions on the grammar become looser as
k grows larger (i.e. any LL(k) grammar is also
a LL(k + 1) grammar. The subset is proper as
the language given by the following CFG:

NS → aNSN1 | ϵ
N1 → akbNS |c

is an LL(k + 1) grammar, but no CFG that
generates this language will satisfy the LL(k)
grammar condition. For a rigorous proof of this,
see [28].

Note that this result is somewhat non-trivial. It might
be tempting to look at a grammar such as

Ns → aka |akb

and notice that it is a LL(k + 1) grammar but not a
LL(k) grammar, however, the language for this gram-
mar can still be made with an LL(k) grammar, namely:

Ns → a
(
ak−1a |ak−1b

)
Notation For the rest of this paper, when
LL(k) grammars, or the language class LL(k)
is mentioned, assume that k ≥ 1. This is because
while there are LL(0) languages, they are very
trivial. Any LL(0) language must either be the
empty set, or a language with only one string
in it. This is because all strings share a prefix
of length 0 (namely ϵ) so the LL(0) restriction
becomes so harsh, it means the grammar cannot
contain any reachable choice operators.

3.6. LR(k): Left-to-Right, Right Derivation

Just as LL(k) gives us a class of top down-parsers
using a look ahead, we can also look at the class of
parser which are deterministic when they parse bottom-
up using a look ahead.

3.6.1. LR(k) Grammar. There are many ways to for-
malize LR(k) grammars but they all require enforcing
uniqueness of productions from the bottom of the parse
tree.

Definition 3.15. (LR(k) Grammar) A LR(k)
grammar is a context free grammar ⟨N,Ns,Σ, r⟩
with the following additional restriction:

– ∀A1, A2 ∈ N
– If ∃w1, w2, w31, w32 ∈ Σ∗ such that the

following conditions hold:

– w2 ∈ L(A1) and w2 ∈ L(A2)
– Ns →∗ w1A1w31

– Ns →∗ w1A2w32

– The first k characters of w31 and w32 are

the same
– then A1 = A2

It turns out many of the language classes generated by
grammars are equivalent.

Theorem 3.5. (Subclasses of LR(k)) ∀k ≥
1, LR(k) = LR(1)

Proof. This often creates a large blow up in
size. A full construction can be found in [36].

Remark Note, there are still two distinct lan-
guage classes: LR(0) and LR(1). These are
distinct, and unlike with LL(0), LR(0) does
not trivially reduce and has applications within
parsing [19]. For this paper, we will be focusing
on the class of LR(1) grammars due to their
equivalence with another common computational
model. Work fitting LR(0) languages can be
found in this paper’s accompanying git reposi-
tory (see Section 7.2). [32]

3.6.2. Deterministic Pushdown Automata. LR(1) has
an automata model, namely the Deterministic Pushdown
Automata which is the deterministic form of the PDA.

Definition 3.16. (Deterministic Pushdown Au-
tomata) A Deterministic Pushdown Automata
(DPDA) is a deterministic automata with ac-
cess to a stack. Formally, a DPDA is a tuple
A = ⟨Q,Qs,Σ,Γ, δ, Qf ⟩ where:

– Q is a set of states
– Qs ∈ Q is a start state
– Σ is the alphabet
– Γ is a stack alphabet
– δ : Q × (Γ ∪ {ϵ}) × (Σ ∪ {ϵ}) → ∅ ∪

(Q× (Γ ∪ {ϵ})) with the restriction that:

– ∀c ∈ Σ, ∀q ∈ Q, and ∀α ∈ Γ:
– Exactly on of δ(q, c, α), δ(q, c, ϵ),
δ(q, α, ϵ), and δ(q, ϵ, ϵ) is not ∅

– Qf ⊆ Q is the set of final states
The accepting condition is the same as the non-
deterministic grammar. (Definition 3.7)

3.6.3. LR(1) definition. These two models of compu-
tation are, in fact, equivalent.

Theorem 3.6. (LR(1) and DPDA Equivalence)
A language can be generated by a LR(1) gram-
mar if and only if it is recognized by a DPDA

Proof. This follows from theorems 12.8 and
12.9 of Hopcraft and Ullman’s formal language
book [23].



Which then means we can define the LR(1) language
class.

Definition 3.17. (LR(1)) A language is in
LR(1) if and only if there is a LR(k) grammar
that generates it. Equivalently, LR(1) could be
defined by those that a DPDA recognizes.

3.7. Parsing Expression Languages

Parsing Expression Grammars (PEGs) and their cor-
responding language class, Parsing Expression Lan-
guages, were introduced by Ford in 2004 as an un-
ambiguous and more efficient version of CFGs [16].
They replaced the non-deterministic choice operation
with a greedy (and deterministic) operation instead.
This reduces the worst-case runtime for the best-known
parsing algorithms and also expands the power of the
grammar to languages outside of CFLs.

The introduction of PEGs also necessitates a distinction
between accepting and recognizing. Although for most
models,a model will accept a string s iff the model
recognizes s, PEGs are different. A PEG might accept a
string s but only consume a small prefix of it. Formally,
this means the following:

Notation (Recognize) A computational model
recognizes a string x iff both

– it accepts x while consuming some string y
– x = y

This property serves as the backbone of PEG parsing
and leads to behavior very different from CFLs.

3.7.1. Parsing Expression Grammars. There are
many different equivalent definitions of PEGs that use
different operators. The set of operators we give in def-
inition 3.18 includes some redundancy in that &e could
easily be re-written as !!e (among other redundancies).

Definition 3.18. (Parsing Expression Gram-
mars) A Parsing Expression grammar is a tuple
⟨N,Ns,Σ, r⟩ where:

– N is a set of Non-terminals
– Ns ∈ N is a starting Non-terminal
– Σ is the alphabet
– r is a function which maps non-terminals

from N to expressions which are in one of
the following forms:

– f (Fail) that always rejects any string.
– ϵ (Epsilon) that always accepts any string

consuming ϵ.
– c (Terminal) where c ∈ Σ. This expres-

sion accepts a string xy consuming the
prefix x iff x = c

– . (Any) that accepts a string xy consum-

ing prefix x iff x ∈ Σ.
– e1 ◦ e2 (Concatenation) that accepts a

string xy consuming prefix x iff x =
x1x2 and both:

– e1 accepts x1x2y consuming x1
– e2 accepts x2y consuming x2

– e1/e2 (Prioritized Choice) that accepts
a string xy consuming prefix x iff either:

– e1 accepts xy consuming x
– e1 rejects xy and e2 accepts xy con-

suming x
– &e (And) that accepts a string x consum-

ing prefix ϵ iff e accepts x (consuming
any string)

– !e (Not) that accepts a string x consum-
ing prefix ϵ iff e rejects x

– Ni (Non-terminal) that accepts a string
xy consuming prefix x iff r(Ni) accepts
xy and consumes x.

The Parsing Expression Grammar accepts a
string xy consuming prefix x iff r(Ns) accepts
xy and consumes x.

3.7.2. Alternate Parsing Models. Since PEGs were
introduced there have been a couple automata-based
models which are equivalent.

• The Scaffold Automata was introduced in 2020 as
the equivalent automata model to PEGs [31]. This
model exactly captures the reverse of the class
captured by PEGs (PEGs are not known to be
closed under the reverse operation, so this is likely
a distinct set). Results stemming from the scaffold
automata also prove there is no pumping lemma
equivalent for PEGs making it very difficult to
prove a PEG cannot express a given language.

• In 2020, a more recent model was introduced
which allowed a PDA to backtrack to the place
where a symbol was pushed when that symbol is
popped [44].

3.8. Dyck Language

Dyck languages refer to languages with matching paren-
theses. In particular, for a given alphabet of even car-
dinality, assuming a canonical labeling of the alphabet
into opens and closes (e.g. ( and )) there is only one
Dyck language. Although rarely used for parsing, Dyck
languages are important because of the theoretic results
which rely on them [12].

Definition 3.19. (Dyck Alphabet) A dyck al-
phabet of an alphabet is a labeling terminals into
pairs of opens and closes. We denote the dyck
alphabet with Σ̃ = ⟨(o1, c1), (o2, c2), ... (ok, ck)⟩
with Σ = {o1, c1, o2, ... ck} with |Σ| = 2k.



3.8.1. Dyck Language. A Dyck language is all strings
of properly nested matching parenthesis (i.e. Each open
matches with it’s corresponding close) on a given
Dyck alphabet. For example, if we let o1, c1, o2, c2 =
(,),[,], respectively, then: ()([]()) is inside the
Dyck language, where both (][) and (([]) are not.

Definition 3.20. (Dyck Language) A language
L over Σ is a Dyck language if and only if there
exists a Dyck alphabet Σ̃ such that L can be
generated from the following grammar:

NS → NSNS |N1 | ϵ
N1 → o1NSc1 | o2NSc2 | ... | okNSck

Note that there are no Dyck languages for odd length
alphabets.

Notation We call L a Dyck-k language if it is
a Dyck language over Σ, with |Σ| = 2k. Note
that Σ necessarily has at least one character so
k ≥ 1.

3.8.2. Finite Dyck Language. Also of interest is the
notion of a Finite Dyck Language which is a Dyck
language with an additional constraint on the maximum
nesting depth in the matching parentheses. These play
a major role in the theory of language generation via
recurrent neural networks [20]. Despite the misleading
name, Finite Dyck languages are not Finite languages.

Definition 3.21. (Finite Dyck Language) A
language L is a Finite Dyck Language if and
only if L is a Dyck language and ∃m ∈ N such
that ∀s ∈ L and ∀x where x is a prefix of s:

k∑
i=1

(#oi(x)) ≤
k∑

i=1

(#ci(x)) +m

Notation We call L a Dyck-(k,m) language if
it is a Finite Dyck language over Σ, with |Σ| =
2k and m satisfies the conditions for the m given
in definition 3.21. While it is possible to consider
m = 0, all Dyck-(k, 0) languages are just {ϵ}
which is not very interesting to discuss so for
the rest of the paper we will assume m ≥ 1.

Remark Note that for a given Dyck alphabet,
the Dyck-(k,m) language over that alphabet is
a subset of a Dyck-(k,m+1) language over that
alphabet. Also note that every string in the Dyck-
k language must appear in some Dyck-(k,m)
language (and all Dyck-(k,m′) languages with
m′ ≥ m). Despite this, the two language classes
Dyck-k and Dyck-(k,m) are disjoint.

3.9. Calc Regular

As the ideas of LangSec began to propagate into prac-
tice, efforts were (and are still) being made to find
useful models of parsing which encapsulate real world
formats. As we will see in Sections 5 and 6, one of
the more common constructs required by real-world
formats, the length-field, proves to be beyond many of
the simpler theoretical models of computation. In 2017,
the class of Calc-Regular Languages were introduced in
order to provide a model of parsing capable of handling
this field without requiring the full power of context-
sensitivity [34].

Definition 3.22. (Calc-Regular Expression) A
Calc-Regular Expression over an alphabet Σ is
an expression of one of the following forms:

– e (RegEx) where e is a regular expres-
sion which generates a prefix-free language.
More precisely, this means ∀s ∈ L(e):

∄sp ∈ L(e) where sp is a prefix of s

– e1 ◦ e2 (Concatenation) where e1 and e2
are Calc-Regular expressions. This can gen-
erate all strings s1s2 where s1 ∈ L(e1) and
s2 ∈ L(e2).

– e1e2[e3#f(e1)] (Length) where f is an in-
teger function, e1 and e2 are both Calc-
Regular, and e3 is either Calc-Regular
or Regular. This can generate any string,
s1s2s3, where si ∈ L(ei) and |s3| = f(s1)

– e1e2[e
f(e1)
3 ] (Repeat) where f is an inte-

ger function and all of e1, e2, and e3 are
Calc-Regular. This can generate any string:
s1s2s3,1s3,2 ... s3,k where s1 ∈ L(e1), s2 ∈
L(e2), s3,i ∈ L(e3) and k = f(s1)

Remark While it might seem overly limiting
to only allow prefix free regular languages in-
side a calc-regular expression, for most practical
cases this is not a major issue. Because for most
applications there is some sense of when a file
/ buffer ends, we can work within a formalism
where a ⊥ representing the “end of the input”
is appended to any input string before parsing.
This means that the condition of prefix-free-
ness of the regular expression only comes up
nested inside the calc-regular expression, where
it is useful to avoid bad recursive parsing behav-
ior [34].

3.10. Context Sensitive

Context Sensitive Grammars (CSGs) modify CFGs by
allowing multiple symbols to be replaced at once (in-
stead of a single non-terminal). The only restriction is



that the replacement rules must be monotonic meaning
they can not produce fewer symbols than they con-
sumes. A full definition of CSGs can be found in section
2.3.1.1 of Grune and Jacobs [19].

This turns out to be equivalent to a Turing machine
restricted to linear space, called a Linearly-Bounded
Automaton (LBA).

3.11. Finite Concatenation

Finite Concatenation (FC) is somewhat unique out of
the parsing models discussed in this paper, as it did
not arise from the study of parsing but as a logic for
data extraction. Although studying logic on words is
nothing new, it was not until 2021 that this logic was
used to construct languages [17]. Previously the type
of logical expression used in first-order logics like FC
were used assuming a universe of Σ∗, however, by
changing the universe to substrings of a given string s,
a decision property is created determining whether or
not s satisfies a condition. This then creates a decision
problem which can be used to determine if s is in a
language or not. This formalism is used in database
systems and is now starting to make its way into the
world of LangSec and Parsing as well [6].

Definition 3.23. (Finite Concatenation Expres-
sion) A Finite Concatenation Expression over
alphabet Σ and variable list V is a boolean
expression built from the following constructs:

– ∃x, ϕ(x) (Existence) where x ̸∈ V is a new
variable and ϕ(x) is a FC expression with
variable list V ∪{x}. This is true for a string
s if ∃w, x, y ∈ Σ∗ such that s = wxy and
ϕ(x).

– ∀x, ϕ(x) (Universality) where x ̸∈ V is a
new variable and ϕ(x) is a FC expression
with variable list V ∪{x}. This is true for a
string s if ∀w, x, y ∈ Σ∗, s = wxy implies
ϕ(x).

– ϕ ∧ ψ (And) where ϕ and ψ are FC ex-
pressions. This is true if both ϕ and ψ are
true.

– ϕ∨ψ (Or) where ϕ or ψ are FC expressions.
This is true if either ϕ or ψ are true.

– ¬ϕ (Negation) where ϕ is a FC expression.
This is true if ϕ is false.

– x
.
= α (String Expression) where x ∈ V ,

and α ∈ (Σ ∪ V )
∗

A FC expression also has access to a special
symbol s ∈ V which is used for the string it is
evaluated on.

This model of parsing is so different from the others,
it is worth giving an example for the expression (ab)∗

over the alphabet Σ = {a,b}:

(s
.
= ϵ) ∨ (∃x, s .

= axb ∧ ∀y, ¬ (y
.
= aa ∨ y .

= bb))

This works because all strings in (ab)∗ are either ϵ
or they are alternating sequence characters which start
with a and end with b.

Definition 3.24. (Finite Concatenation) A lan-
guage L is in Finite Concatenation if and only
if there exists an FC expression ϕ with variable
list V = {s} such that ∀s ∈ Σ∗, s ∈ L iff ϕ is
true for s.

There are also several extensions to FC that are not
discussed at length in this paper, which add constructs
or oracles to other classes of grammars (such as al-
lowing the expression x ∈ γ where γ is a Regular
Expression [6]. Notably, when the certain recursive
constructs are added, this becomes sufficient to be a
superset of CFLs.

3.12. Turing Complete

Turing machines create the language class at the foun-
dation of computer science. While it is always possible
to parse anything with a TM doing so is often undesir-
able (though sometimes this is the only option available
for sufficiently complicated formats). When handling
untrusted input the ability to perform arbitrary compu-
tation means any malicious input can now (potentially)
perform whatever computation an attacker might want.
This pattern forms the basis for one of the most com-
mon type of exploitation: the Weird Machine [8].

3.12.1. Computation with TMs. TMs are simply a
DFA with access to a tape it can both read and write
form. It happens that with this capability every compu-
tation is possible. A formal definition can be found in
any theory of computation text book.4 There are many
equivalent models of computation; most relevant for
parsing is Attribute Grammars which attach attributes
(lines of code in the most powerful abstractions) to the
production rules of a grammar [27].

3.12.2. TMs in Practice. Even outside the context
of parsing, problems with Turing-Complete languages
occur in many unexpected places in practice. Even after
nearly a century since the halting problem was shown
to be undecidable, there are still cases of researchers
being asked to design security policies which are unde-
cidable [46].

4. Hierarchy

Having defined all these language classes we can now
look at how they all fit together. Figure 3 gives an

4. For example Theorem 3.3 of Sipser [45].



overview of how all these classes fit together, however
it is incomplete, as there are still several open problems
in the classifications of these languages. For example,
the diagram currently shows that PEGs and CFLs share
some languages, and have some languages unique to
themselves, however, it is possible that CFLs fall en-
tirely within PEGs, in which case the existence of a
region inside CFLs outside of PEGs on the diagram is
misleading. For a full understanding of the relationships
between two language classes, see the relevant subsec-
tions below instead of relying only on the diagram.

4.1. Finite and Regular

Fairly trivially, we can see that the Finite Languages are
a strict subset of Regular Languages. The proofs for this
relationship are given in Theorem 4.1 and Theorem 4.2.

Theorem 4.1. Finite Languages ⊆ Regular
Languages

Proof. Let L be a finite language. We can
construct a regular expression by listing each
string L and then taking the union of them. This
regular expression accepts strings in L (because
they are in the union) and does not accept strings
not in L (because they are not in the union).

Theorem 4.2. Finite Languages ̸⊇ Regular
Languages

Proof. The language a∗ is regular, but contains
infinitely many strings.

4.2. Dyck and the Hierarchy

Next, the Dyck Languages can be added to our hier-
archy. Finite Dyck Languages are disjoint with Finite
languages, while still being Regular.

Theorem 4.3. Finite Languages ∩ Dyck-
(k,m) = ∅

Proof. Let L be a Dyck-(k,m) language. We
can construct an infinitely large subset of L
using the regular expression (o1c1)

∗. This shows
that L is not a Finite Language. Since all Dyck
Languages are not Finite Languages, the two
language classes must be disjoint.

Theorem 4.4. Dyck-(k,m) ⊂ Regular Lan-
guages

Proof. Let L be a Dyck-(k,m) language, we
can show that it is regular by constructing a

DFA which recognizes it. We first create a state
of every possible string in {o1, o2, .. ok}∗ with
length ≤ m. The start state and the only final
state in this DFA is the state associated with ϵ.
Upon receiving an open oi in state with string
x, the machine will transition to the state with
string x ◦ o1 (if |x| = m, the DFA transitions
to a reject-only state and loops there). Upon
receiving a close ci in a state with a string of
the form y ◦ oi, the DFA transitions to the state
with string y (otherwise, it goes to the reject-only
state). The internal strings for each state serve as
finite stack to enforce the matching properties of
Dyck Languages and the finite nature of the state
ensures the m bound is held by any accepting
string.

Just as Dyck-(l,m) are disjoint with Finite Languages,
Dyck-k Languages are disjoint with Regular Languages.

Theorem 4.5. Regular Languages ∩ Dyck-k
= ∅

Proof. Let L be a Dyck-k language, we can
prove is not regular using lemma 3.1. Let p be
the pumping length and consider the string s =
op1c

p
1. s ∈ L and |s| ≥ p so the pumping lemma

should apply to it, however, every decomposition
of s into xyz creates a contradiction. Therefore,
L is not regular and thus Dyck-k languages are
disjoint with Regular Languages.

4.3. VPLs and the Hierarchy

Visibly Pushdown Languages contain everything we’ve
added to the Hierarchy thus far.

Theorem 4.6. Regular Languages ⊆ VPLs

Proof. If we divide the pushdown alphabet
into just local symbols: Σ̃ = ⟨∅, ∅,Σ⟩, then a
VPA becomes a DFA. Therefore every regular
language can be parsed by a VPA.

Theorem 4.7. Dyck-k ⊆ VPLs

Proof. Given a Dyck-k language, we can di-
vide the pushdown alphabet by letting all the
Dyck language opens be call symbols and all
the Dyck language closes be return symbols:
Σ̃ = ⟨{o1, o2, .. ok}, {c1, c2, .. ck}, ∅⟩. A VPA
can be constructed by letting Γ = Σc ∪ {⊥},
which pushes oi into the stack whenever oi is
encountered and pops α from the stack whenever
ci is encountered. If α ̸= oi then the VPA will
move to an always reject state, otherwise it will



Figure 3. The known results from parsing theory. Not every result is known and for those cases the diagram was drawn to include the most
possible separation. (For example, it is likely all languages which are in both FC and CalcReg are also in PEGs, but, because this is an open
problem, the diagram was drawn to include the possibility of Non-PEGs which are in both FC and CalcReg). In other words several regions
which have been drawn as distinct might be empty. For the full picture check the theorems and open questions in Section 4. Since all of these
language classes have at least one parsing strategy which terminates, they all fall under the class of decidable languages shown in Figure 2.

continue parsing. This will correctly capture the
Dyck-k language.

Having both of these relationships is enough to prove
that the subsets are proper.

Theorem 4.8. Regular Languages ⊂ VPLs
and Dyck-k ⊂ VPLs

Proof. Theorem 4.5 tells us that Dyck-k and
regular languages are disjoint. Since both lan-
guage classes are non empty, 4.7 shows the
subset in 4.6 is proper and vice versa.

4.4. LL(k) and the Hierarchy

LL(k) is a proper superset of all the previous language
classes other than VPLs.

Theorem 4.9. ∀k ∈ N, Dyck-k ⊂ LL(1)

Proof. The grammar given in 3.20 can be
rewritten:

NS → o1NSc1NS | ... | okNSckNS | ϵ

which is an LL(1) grammar. This containment
is strict because the language o∗1 is an LL(k)

language but not a Dyck language.

Theorem 4.10. Regular Languages ⊂ LL(1)

Proof. A DFA can be transformed into an
LL(1) grammar by making a non-terminal for
each state of the state machine. For every state
qi ∈ Q we can add the following rule to the
grammar:

Nqi → c1Nδ(qi,c1) | c2Nδ(qi,c2) | ... | c|Σ|Nδ(qi,c|Σ|)

For every qi ∈ Qf we also add ϵ to the above op-
tions. Letting Ns = Nqs will give us a grammar
which will simulate the state machine. Since all
productions begin with a unique symbol from the
alphabet (or is produces ϵ as the last transition),
parsing with this grammar only requires a 1
character look-ahead. Therefore this grammar is
LL(1) and Regular Languages ⊆ LL(1).
Theorems 4.9 and 4.5 make this subset proper.

As it turns out, LL(k) is incomparable with VPGs
(there are LL(1) languages which are not in VPLs and
there are VPLs which are not in LL(k) for any k.)

Theorem 4.11. LL(1) ̸⊆ VPLs



Proof. The idea behind this proof is to exploit
the fact that VPGs require a fixed push down
alphabet. Thus the language:

{s |n ≥ 1, s = anbn ∨ s = bnan}

Is not a VPL as a must either be a call or
a return symbol; it cannot dynamically choose
which symbol is allowed to push to the stack and
which is allowed to return from the stack. This
is fine for an LL(k) parser as the first character
makes this distinction deterministic. Here is the
LL(1) grammar for the language:

Ns → aNab |bNba

Na → aNab | ϵ
Nb → bNba | ϵ

Therefore there is a language in LL(1) which is
not a VPL.

Theorem 4.12. ∀k ∈ N, VPL ̸⊆ LL(k)

Proof. We can construct a language:

{s |n ≥ 1, s = anbn ∨ s = ancn}

Which a VPL but not in any LL(k). The full
proof of this is not in LL(k) is given by theorem
5.2 in Beatty’s iteration theorem paper [5]. We
know it is a VPL because we can write a VPG
for it:

Ns → aNbbNϵ |aNccNϵ

Nb → aNbbNϵ | ϵ
Nc → aNccNϵ | ϵ
Nϵ → ϵ

4.5. LR(1) and the Hierarchy

The relationship between LR(1) and LL(k) is equally
straightforward, namely, it is one of proper containment.

Theorem 4.13. ∀k ∈ N, LL(k) ⊂ LR(1)

Proof. The containment property holds triv-
ially from the following two results:

• Every LL(k) grammar can be changed to
an equivalent LR(k) grammar [10].

• ∀k ∈ N, LR(k) = LR(1) (this is theorem
3.5)

To show that this containment is proper, we can
construct the following language:

{anbm | 1 ≤ n ≤ m ≤ 2n}

This language is in LR(1) but not in any LL(k).
The full proof of this is given by theorem 5.5 in
Beatty’s iteration theorem paper [5].

The relationship between LR(1) and V PLs is also one
of proper containment.

Theorem 4.14. VPLs ⊂ LR(1)

Proof. A VPA is a more restricted DPDA,
therefore VPLs ⊆ LR(1). From the relationship
of both of these classes with LL(1) (theorems
4.11 and 4.13) we can conclude there exist a
language which is in LR(1) but not in VPLs.

4.6. CFGs and the Hierarchy

Once again, adding CFGs to the Hierarchy is a straight-
forward process as they are a proper superset of LR(1).

Theorem 4.15. LR(1) ⊂ CFLs

Proof. Containment is trivial because every
DPDA is also PDA. The language given by

{anbm |m > n}

is a CFL which is not LR(1). This is shown in
example 12.3 Hopcroft and Ullman’s book on
formal language theory [23].

4.7. CSL and the Hierarchy

The step between CSLs and CFLs is one known from
the earliest formalism of parsing and is shown in the
original Chomsky hierarchy.

Theorem 4.16. CFLs ⊂ CSLs

Proof. A context free grammar is also a
context sensitive grammar [11]. The language
{anbncn |n ∈ N} can be checked by a TM with
linear space, but is not context free.

4.8. PEGs and the Hierarchy

The question of where PEGs fit into the existing Chom-
sky Hierarchy is still an open question. Part of the
difficulty stems from the provable non-existence of a
pumping lemma for PEGs [31]. As a result, there is no
easy method of showing that it is impossible to write a
PEG that can recognize any given language. We do have
some results in the opposite direction to show PEGs are
more powerful than certain language classes.

Theorem 4.17. PEG ̸⊆ Context Free

Proof. The language L = {anbncn |n ∈ N}
is in PEGs which is not in Context Free. L ∈
PEGs was shown in the original PEG paper,



although the grammar provided included a mis-
take, which was not caught (and then corrected)
until nearly a decade later [18]. L ̸∈ CFLs can
be shown with the pumping lemma 3.2.

Furthermore, a pretty sizable subset of CFLs, namely
LR(1), is completely contained within PEGs.

Theorem 4.18. LR(1) ⊂ PEGs

Proof. As Ford points out in the paper that
introduced PEGs, this result follows directly
from two proofs involving an intermediate class
of languages called Generalized Transmogrifier
Recognition Scheme (gTS) which is also referred
to as Generalized Top-Down Parsing Languages
(GTDPL) [16].

• LR(1) ⊆ gTS/GTDPL [7]
• gTS/GTDPL ⊆ PEGs [16]

This subset is proper because of theorem 4.17.

This leaves us with the obvious open question between
PEGs and CFGs.

Open Question Is CFLs ⊆ PEGs?

If this is true, then it would imply that all CFGs could be
parsed in linear time. Due to progress in lower bounding
the computational complexity of parsing CFGs, this is
unlikely, so it is probable that there exists a context free
language L such that L ̸∈ PEGs. The linear time parsing
of PEGs has another interesting consequence in terms
of its relationship with Context Sensitive Grammars.

Theorem 4.19. If a PEG can be parsed in
linear time on a Turing machine, then PEGs ⊂
CSLs.

Proof. If PEGs can be parsed in linear time
on a TM, then PEGs ⊆ DTIME(O(n)). We can
then use the following results from complexity
theory:

• DTIME(g(n)) ⊆ SPACE
(

g(n)
log(g(n))

)
[21]

• SPACE (f(n)) ⊂ SPACE(g(n)) if f(n) ∈
o(g(n)) [3]

Since Context Sensitivity is equivalent to Lin-
early Bounded Automata (i.e. SPACE(O(n))) it
trivially follows that PEGs are a proper subset
of CSLs.

Unfortunately, PEGs are only known to run in linear
time on the RAM model of computation [16]. The
Scaffold Automata would require O(n log(n)) space
to run on a TM, so it is only certain that PEGs
⊆ SPACE(O(n log(n))). This leaves the relationship
between PEGs and CSLs open.

Open Question Is CSL ⊆ PEG?

This question is almost certainly false because of the
consequences a true result would have on both the time
hierarchy and the relationship between TMs and the
RAM model.

Remark Very recently, some of the relation-
ship between PEGs and CSLs were proven. In
particular, we now know:

PEGs ⊆ CSLs

This result has not yet been peer reviewed,
though a proof is in this paper’s accompanying
git repository (see Section 7.2). [32]

4.9. CalcReg and the Hierarchy

If we accept the formalism of adding a special “end
of string” to the input, as pointed out in the remark in
Section 3.9, then all languages become prefix-free. This
is the formalism the authors of the Calc-Regular paper
use [34]. This means that the CalcRegular languages
are a proper superset of the regular languages. (Without
this notion, Calc-Regular and Regular are incomparable:
each has languages the others lack).

Theorem 4.20. Regular ⊂ CalcReg

Proof. With the above formalism Regular is
trivially a subset as prefix-free regular expres-
sions are an allowed construct in building Calc-
Regular languages. The relationship is proper as
CalcReg can express the length construct which,
as shown in Section 5.4.1 cannot be parsed by
many models of parsing (including Regular).

The ability to build a length construct also ensures
CalcRegular Languages are not Context Free.

Theorem 4.21. CalcRegular ̸⊆ CFLs

Proof. This follows directly from CalcReg’s
ability to count a length field (and CFL’s inability
to do so). A rigorous proof of this is given in the
paper which introduced CalcReg [34].

We also show CalcRegular is incomparable with most
other classes in the hierarchy.

Theorem 4.22. LL(1) ̸⊆ CalcReg, VPLs ̸⊆
CalcReg, and PEGs ̸⊆ CalcReg

Proof. The proof of all three of these come
from the language given by a fixed-center paren-
thesis (a surrounded by two different types of



matching parenthesis. The following grammar
which is both a VPL and LL(1)

Ns → <1Ns>1Nϵ |<2Ns>2Nϵ |aNϵ

Nϵ → ϵ

Or by the following PEG:

Ns → Na!.

Na → <1Na>1 /<2Na>2 /a

Theorem 13 of the CalcRegular paper prove this
language is not CalcRegular [34].

We still have one other known relationship with the new
hierarchy of parser.

Theorem 4.23. CalcReg ⊂ CSLs

Proof. CalcRegular languages do have a vari-
ant of counter automata that they are equivalent
to [34]. This can be simulated on a TM with
O(n) space, which means a CSL could generate
any CalcRegular language. Theorems 4.22 and
4.16 are sufficient to show this subset is proper.

This leaves the following open question:

Open Question Is CalcRegular ⊆ PEGs?

4.10. FC and the Hierarchy

FC is mostly incomparable to the existing Hierarchy. It
is not a subset of many of the classes in the hierarchy
due to its ability to represent unique parsing operations
and its inability to capture relatively simple grammars.

Theorem 4.24. FC ̸⊆ CFLs

Proof. The language {xx|x ∈ Σ∗} is not con-
text free because of the pumping lemma (lemma
3.2) applied to the string s = apbpapbp. It is in
FC:

∃x, s .
= xx

Theorem 4.25. LL(1) ̸⊆ FC, VPLs ̸⊆ FC,
and CalcReg ̸⊆ FC

Proof. The proof of all three of these come
from the language {anbn|n ≥ 1}. This language
is in both LL(1) and VPLs as we can write the
following grammar (which is both a VPG and
LL(1)) for it:

Ns → aN1bNϵ

N1 → aN1bNϵ | ϵ
Nϵ → ϵ

It is also CalcRegular using the following Cal-
cRegular expression:

(a∗b)(ϵ)[(b∗#f )] f(s) =

{
|s| − 2 if |s| ≥ 2

⊥ otherwise

It was shown in Lemma 5.13 of the paper intro-
ducing FC that this language is not in FC [17].

The question of what does FC completely capture is a
little harder to answer. Some trivial results follow from
the definition of FC

Theorem 4.26. Finite ⊂ FC and Dyck-(k, 1)
⊂ FC

Proof. A finite language {s1, s2, ... sm} can
be recognized by the FC expression:

s
.
= s1 ∨ s

.
= s2 ∨ ... ∨ s

.
= sm

Similarly a Dyck-(k, 1) language can be recog-
nized by the FC expression:

(¬∃x, ϕmatch(x) ∨ ϕrepeat(x)) ∧ (s
.
= ϵ ∨ ϕedges)

ϕmatch(x) = ∨i ̸=j (x
.
= oicj)

ϕrepeat(x) = ∨i, j (x
.
= oioj ∨ x

.
= cicj)

ϕedges = ∃y, ∨i,j (s
.
= oiycj)

This works because ϕmatch and ϕrepeat force every
substring of length two to be of the form cioj or
oici (all other cases are ruled out).
Further both of these subsets are proper from
theorem 4.3 (and the fact that neither Finite nor
Dyck-(k, 1) are empty).

Past that there is one more easily provable relationship
between FC and the existing hierarchy.

Theorem 4.27. FC ⊂ CSLs

Proof. An FC expression only has finitely
many variables in its expression. So its possible
for a TM to try all possible combinations of
substrings for each variable and then evaluate the
boolean expression without exceeding a linear
amount of space.

Thus there are still several open questions:

Open Question How does FC compare to the
hierarchy:

• Is Dyck-(k,m) ⊆ FC if m > 1?
• Is Regular ⊆ FC?
• Is FC ⊆ CalcReg?
• Is FC ⊆ PEGs?



4.11. TMs and the Hierarchy

All previous models can be transformed to a program
which will always terminate. And there are TMs which
require ω(n log(n)) space to execute, so the entire
existing hierarchy is a proper subset of Deciders (TM
which always halt).

5. Language Properties

It is common to ask certain questions when studying
parsers and their computational complexity. This section
summarizes some of the important questions within the
context of LangSec.

5.1. Decidability Properties

A decidability question asks “Is it possible to answer the
following question using a TM that will always halt?”
Table 1 shows whether the questions of determining
whether the following properties hold for grammars
inside the given language classes are decidable or not.

5.1.1. Equivalence. Within the context of security, the
question of equality testing arises frequently: “Do these
two grammars recognize the same language or are they
different?” If the grammars are different, this means that
two parsers have conflicting on certain inputs, meaning
that at least one grammar is likely incorrect.

5.1.2. Structural Equivalence. The questions of equiv-
alence can be strengthened for some models of compu-
tation. We can look at equivalence as requiring gen-
erating the same parse tree instead of just recognizing
the same language. In practice, this is more ideal for
LangSec, as interpreting the same data in two different
ways (which both parsers believe are valid) can also
lead to parser differentials. This is the question of struc-
tural equivalence. Surprisingly, for CFGs, the question
of structural equivalence is decidable even though pure
equivalence is not [40]. For FC which does not produce
a parse tree, this question does not make sense. For
PEGs the notion of a parse tree is muddled, as the
same data can participate in multiple parts of a parse
tree (consumed by a non-terminal, ignored by an “And”
construct, and then consumed again by a different non-
terminal). Different formalisms of this question for
PEGs will result in different decidability properties.

5.1.3. Emptiness. Emptiness asks “Does there exist a
string which is accepted by this grammar.” This is useful
in the world of security to detect if code is reachable
or not. Although the question of unreachable code is
undecidable for simpler parsing models (where the code
conforms to a particular structure), this question can
become tractable. The emptiness checker can be used
on sub-grammars of the whole in order to verify that for

every code branch of the parser, there exists some input
which causes it to be executed. This can help remove
dead code while also providing checks against some
types of grammar-writing mistakes.

TABLE 1. SOME COMMON DECIDABILITY PROPERTIES OF
LANGUAGE CLASSES. Yes AND No INDICATE IF THE GIVEN

PROPERTY IS DECIDABLE OR NOT. ? INDICATES OPEN QUESTIONS.

Equality Structural Equiv Emptiness
Finite Yes N/A Yes

Regular Yes Yes Yes
VPGs Yes Yes Yes
LL(k) Yes Yes Yes
LR(k) Yes Yes Yes
CFLs No Yes Yes
PEGs No N/A No

FC ? N/A No

5.2. Closure Properties

Another common set of properties frequently discussed
in the literature are closure properties. These proper-
ties follow the form of constructing a new language
by performing some operation on one or two existing
languages. The property holds for a class if, given that
all the languages used in the construction were from
that class, the new language is also from that class.
Table 2 summarizes the known results. Below some
notable entries in the table are listed.

• VPGs are closed under Union, Intersection, and
Concatenation if the two languages share the same
Visibly Pushdown Alphabet. If the two VPGs use
a different partitioning into different sets of call,
return, and local symbols, then the resulting lan-
guage is (likely) not a VPG.

• LL(k) is actually anti-closed under Negation;
meaning if L ∈ LL(k), then {s|s ̸∈} ̸∈
LL(k) [43].

• It is likely that PEGs are closed under concatena-
tion, just as it is likely that they are not closed
under Kleene Star. (They are closed under the
greedy version of Kleene Star [16]).

5.3. Parser Runtimes

Relevant to many complexity theorists is how quickly
these models can parse a grammar. With the rise of
formal verification, the question of how easily it is to
verify if a given parse is correct is becoming more
relevant. There are cases where the models used to
verify a parse are computationally simpler than the
model used to parse. Perhaps most famous example
of this is the Chomsky-Schutzenberger theorem which
states that verifying a parse of a CFG can be done



TABLE 2. SOME COMMON CLOSURE PROPERTIES OF LANGUAGE CLASSES. Yes AND No SIGNIFY WHETHER OR NOT THE GIVEN CLOSURE
PROPERTY HOLDS FOR THE GIVEN CLASS, RESPECTIVELY. ENTRIES WITH A ? ARE OPEN QUESTIONS. VPGS ARE ONLY CLOSED UNDER

THE OPERATIONS MARKED WITH AN ASTERISK ASSUMING THEY USE THE SAME PUSHDOWN ALPHABET.

Union Intersection Negation Concatenation Kleene Star
Finite Yes Yes Yes Yes No

Regular Yes Yes Yes Yes Yes
VPGs Yes∗ Yes∗ Yes Yes∗ Yes
LL(k) No No No No No
LR(1) No No Yes No No
CFLs Yes No No Yes Yes
PEGs Yes Yes Yes ? ?

CalcReg No ? ? Yes ?
FC Yes Yes Yes Yes ?

by the intersection of a Dyck language with a regular
expression.5 These results are summarized in Table 3.

TABLE 3. KNOWN PARSER AND VERIFIER RUNTIMES OF
DIFFERENT LANGUAGE CLASSES. THE CLASSES CONTAINED

INSIDE LR(1) ARE OMITTED AS THEY HAVE THE SAME BEHAVIOR
AS LR(1)

Recognizing Validation
LR(1) O(n) O(n)
CFLs O(n3) O(n)
CSGs O(2n) O(2n)
PEGs O(n) O(n)

CalcReg O(n) O(n)
FC O(2n) nO(1)

5.4. Grammar Constructs

In order to make it easier to determine whether or not
a given language falls in a particular language class, it
is convenient to look at certain common grammar con-
structs. If the computational complexity of a language
primarily comes from a certain construct, then usually
whether or not that language falls into a language class
is equivalent to deciding if the language class can
express that construct. This, by itself, is not a proof,
and there are always exceptions.6

5.4.1. Length Field. The length field is a widely used
construct that relies on parsing some substring x, and
the next f(x) characters for some integer function f .

Definition 5.1. (Length Field) Given lan-
guages L and D and integer function f , the
length construct LEN(L,D, f) is given by:

{xy |x ∈ L ∧ y ∈ D ∧ f(x) = |y|}

5. A slightly weaker corollary is that for any CFG there is a VPG
which can verify if the CFG was parsed correctly

6. For example, it is still an open question whether or not PEGs are
closed under concatenation even though they are capable of parsing
many languages which use concatenation. In this case, the reason for
this difficulty comes from PEGs being non-monotonic: even when a
PEG recognizes x, it may reject xy without even consuming x.

There are also many variants of the length field, such
as the length-tag-data field, where there is some other
language between the x and y provided in Defini-
tion 5.1. An important variant of the length field for
distinguishing the capabilities of parsers is the reverse
length field:

Definition 5.2. (Reverse Length Field) Given
languages L and D and integer function f ,
the reverse length construct REVLEN(L,D, f)
is given by:

{yx |x ∈ L ∧ y ∈ D ∧ f(x) = |y|}

It is known that the length field construct cannot be ex-
pressed by CFGs (and a similar proof will work for the
reverse length field) [34]. Context sensitive grammars
are capable of capturing this (assuming f is computable
by a TM in linear space, which is a pretty reasonable
assumption) and Calc-Regular languages literally use
the length field as one of their defining constructs. This
leaves the following open questions:

Open Question Which of PEGs and FC (if
any) contain the length field?

Interestingly, if f uses some reasonable big-endian en-
coding length then the reverse of the length field can
be captured by PEGs [33]. Unfortunately, the approach
used will not work for little-endian fs nor the regular
length field.

5.4.2. Seek and Skip. Some data formats, such as PDF
include a cross-reference table, which is used to signify
offsets within the file from which certain data can be
found [30]. This idea was generalized to the Seek and
Skip constructs.

Definition 5.3. (Seek) Given languages O and
D, integer function f , and current parsing offset
p, the seek construct SEEK(O,D, f) is given by
the set of all strings s for which both of the
following are true:



– ∃x1, x2, x3 ∈ Σ∗ such that s = x1x2x3,
|x1| = p, and x2 ∈ O

– ∃y1, y2, y3 ∈ Σ∗ such that s = y1y2y3,
|y1| = f(x2), and y2 ∈ D

Depending on the specifications of the grammar,
after parsing the seek operation, the new parsing
offset is either |x1|+ |x2| or |y1|+ |y2|.

This definition is unlike the other constructs, as it
requires a parsing model which keeps track of some
notion of “current location in the string”. Skip is less
used in practice, though is more conducive to a nice
purely language-based definition. Instead of the offset
being the address in the file, the offset is from the
current parsing position.

Definition 5.4. (Skip) Given languages O and
D and integer function f the skip construct
SKIP(O,D, f) is given by:

{xyz |x ∈ O ∧ z ∈ D ∧ f(x) = |y|}

Note that SKIP(O,D, f) = LEN(O,Σ∗, f) ◦D
As with length, it is fairly clear that CFGs via a similar
Pumping Lemma argument cannot parse the seek and
skip fields. Again, as long as f is computable on a LBA,
this is fairly trivially context sensitive. Calc-Regular
can parse a skip due to its reduction to length but
cannot parse the seek operation due to the inability to
capture an unbounded number of counters over the same
string [34]. This leaves the same open problems:

Open Question Which of PEGs and FC (if
any) contain the seek and skip constructs?

5.4.3. Heredoc. The term Heredoc comes from the
Unix shell standard, though it is used elsewhere in a
wide range of applications [24]. Largely, it is used to
define a string and then parse everything between when
that string appears and when it appears again.

Definition 5.5. (Heredoc) Given languages M
and D, the Heredoc construct HEREDOC(M,D)
is given by:

{xyx |x ∈M ∧ y ∈ D}

Again, the Pumping Lemma (Lemma 3.2) can be used
to show that this cannot be expressed by CFLs. It
can also be shown that LBAs can perform this check
trivially. Calc-Regular languages are not sufficient to
express this construct using a similar proof to Theorem
13 of the Calc-Regular paper [34]. Below we show that
FC can express Heredoc.

Theorem 5.1. Given two FC expressions ϕ
and ψ, HEREDOC(L(ϕ),L(ψ)) ∈ FC

Proof. We construct a new FC expression ϕx
by performing the following modifications on ϕ:

– (Replace ∃): Replace each instance of
the existence construct ∃z, ρ(z) with
∃z, (ρ(z) ∧ ∃a, b, x .

= azb)
– (Replace ∀): Replace each instance of

the universality construct ∀z, ρ(z) with
∀z, (ρ(z) ∨ ¬∃a, b, x .

= azb)
– (Replace s): Replace all instances of s with
x

We can construct ψy in a similar way. With
these, we construct the following expression:

∃x, ∃y, s = xyx ∧ ϕx ∧ ψy

This recognizes HEREDOC(L(ϕ),L(ψ)) This is
because the substitutions on ϕ make it so ϕ now
only evaluates on x instead of s. The existence
changes from “there exists z” to “there exists z
which is also a substring of x”. Similarly, the
universality operator changes from “for all z” to
“for all z if z is a substring of x, then”. This
then simiulates the condition x ∈ L(ϕ), turning
the above expression into the definition of the
Heredoc construct.

Once again, the relationship between PEGs and Here-
doc is unknown (however, it seems unlikely that PEGs
could express this construct given their difficulty with
languages such as palindromes).

Open Question Do PEGs contain the Here-
doc construct?

5.4.4. Constructs Summary. These results are sum-
marized in table 4.

6. Real-world formats and parsers

Parsers are widely used in real-world applications to
validate data and convert it into a format that is eas-
ily visualized. Network appliances, such as switches
and routers, employ these parsers to extract and check
properties of network packets. On the other hand, data
format viewers, such as PDF viewers, Word processing
software, and image parsers, also need to parse these
files to correctly visualize the content of the binary files.

In this section, we briefly cover two real-world cate-
gories of parser use. First, we summarize a few real-
world data formats and the constructs required to parse
them correctly. Next, we explore parsing libraries or
tools commonly used to build industry-standard parsers.
This section is meant to provide a potential starting
point from which future work can be built on.



TABLE 4. SOME PRACTICAL LANGUAGE CONSTRUCTS AND WHICH MODELS CAN EXPRESS THEM. AS NOTED IN SECTION 5.4.1, PEGS
ARE ONLY CAPABLE OF RECOGNIZING THE REVERSE LENGTH FIELD UNDER CERTAIN RESTRICTIONS.

Length Rev Len Seek Skip Heredoc
CFLs No No No No No
CSGs Yes Yes Yes Yes Yes
PEGs ? Yes∗ ? ? ?

CalcReg Yes ? No Yes No
FC ? ? ? ? Yes

6.1. Real-World Languages

Now that we have developed an understanding of the
relative computational complexity of parsers, we will
examine several languages used in practice. Although
not an exhaustive list, we tried to choose a wide range
of data formats and protocols covering many common
applications as examples of what can and cannot be
done by the previously defined language classes. We
selected a wide range of real-world data formats for
this study, which vary in complexity and use cases.
For example, URIs are used in many formats, such as
HTTP and MIME, and can be recognized using regular
grammars. Whereas complex formats like PDFs require
Turing Machines.

Remark (Post-Parsing Operations) Many real-
world protocols and data formats include con-
structs that do not participate in forming the
parse tree nor interpretation of data but are used
in input validation. The most common example
of this is a checksum. Validating a checksum is
often beyond the capabilities of a parser.a Due
to this, many parsers / models of parsing will
create the parse tree assuming the checksum was
correct and then the program invoking the parser
can then verify the checksum independently as
“post parsing” validation.

a. Technically most parsers can handle checksums at the
cost of massive state space explosion due to the fact that
most common checksums result in a finite number of bytes of
information summed. For example, a CRC32 could be parsed
with a DFA using O(232) states to perform the validation,
which is often infeasible in practice.

Table 5 shows how many common real-world data
formats and protocols fit into the previously defined
classes.

6.1.1. Portable Network Graphics (PNG). The PNG
is a common image format. Data is encoded into blocks
sectioned by length fields, each of which is check-
summed via a CRC algorithm [42]. So, all formats that
cannot encode the length field cannot parse PNG, and
those that can must also be able to check CRC32 in
order to fully validate a PNG file.

6.1.2. ZIP. The ZIP archive format stores one or more
compressed files along with associated metadata. Each
archived file is represented by a local file header (iden-
tified by the signature PK\x03\x04) that contains the
file name, compression method, CRC-32 checksum, and
both the compressed and uncompressed sizes, imme-
diately followed by the compressed data. The format
relies on redundant size fields, back-referencing offsets,
CRC checksums, and embedded compressed streams.

6.1.3. ELF. Executable and Linkable Format (ELF) is
the standard binary format for executables, object files,
shared libraries, and core dumps on Unix-like operating
systems. An ELF file begins with a fixed-size header
that starts with a four-byte magic number (\x7fELF),
followed by fields identifying the properties of the file:
32- or 64-bit, endianness, target architecture, and entry
point address. The header also contains offsets and sizes
for two key tables: the program header table, which
describes segments used at runtime for loading into
memory, and the section header table, which describes
sections used at link time (such as .text for code,
.data for initialized data, and .symtab for symbols).

6.1.4. Portable Document Format (PDF). PDF files
follow a standard maintained by ISO [30]. These files
include objects, streams, embedded fonts, and images
that are indexed using cross-reference tables. PDF files
are complex and contain many embedded data formats
that need to be parsed using libraries.

Remark Checking the correctness of a PDF is
incomputable for some definitions validity. For
example, PDFs can embed JavaScript code, and
checking the syntactic correctness (as required
by the ISO) of this code is tractable. One might
consider requiring the code to execute without
error as a criterion for validity, but this is sadly
undecidable.

6.1.5. JavaScript Object Notation (JSON). JSON
is a common text-based data interchange format that
represents data as dictionaries and lists. It follows a
hierarchical structure that can be validated by schemas
specifying the mandatory fields and their associated
types. Because it is text-based and may include repeated
keys, it consumes more space than binary formats [9].



TABLE 5. THE RELATIONSHIPS BETWEEN REAL WORLD FORMATS (ROWS) AND WHICH GRAMMAR CLASSES (COLUMNS) THEY FALL
UNDER. Yes AND No SIGNIFY WHETHER THE FORMAT FALLS INSIDE OR OUTSIDE THE CLASS, RESPECTIVELY. ENTRIES WITH A ? ARE
STILL OPEN QUESTIONS, WHILE Part EXPRESSES THE CLASS CAN BE PARSED, BUT POST-PARSING CALCULATIONS (E.G. CHECKSUMS)
CANNOT BE VALIDATED. THE ASTERISK IN THE REGULAR COLUMN INDICATES THE FORMAT IS TECHNICALLY FINITE (E.G. A LENGTH

FIELD IS BOUND RESTRICTED A UINT32_T) AND COULD BE EXPRESSED WITH AN EXPONENTIAL STATE EXPLOSION. THE ASTERISK FOR
RECOGNIZING PDFS IS DUE TO THE DIFFERENCE BETWEEN SEMANTIC ANY SYNTACTIC CORRECTNESS DETAILED IN SECTION 6.1.4

Regular VPG CFL PEG CalcReg CSL TM
PNG No∗ No No ? Part Yes Yes
Zip No∗ No No No ? ? Yes
ELF No No No ? No Yes Yes
PDF No No No No No No Yes∗

JSON No Yes Yes Yes No Yes Yes
ASN.1 No∗ No No ? Yes Yes Yes

Protobuf No No No ? ? Yes Yes
IP/TCP No∗ No No ? Part Yes Yes

URI Yes Yes Yes Yes Yes Yes Yes
HTTP/1.1 No No No ? ? Yes Yes

MIME No No No ? No Yes Yes

6.1.6. Abstract Syntax Notation One (ASN.1). ASN.1
encoding is often used to describe cryptographic com-
munications and certificates. These formats follow a
recursive tag-length-value structure, in which each field
is prefixed with its length, even when the field uses
a fixed length, such as for integers or boolean values.
ASN.1 libraries provide for parsing and serialization
operations.

6.1.7. Protocol Buffers (Protobuf). Google developed
Protobuf as a data serialization format. The usage and
operation of Protobufs are similar to those of ASN.1,
in which a text-based message description is used to
generate code to parse and serialize structured data.

6.1.8. TCP/IP. The TCP/IP network protocol suite
structures network data as a layered stack of headers,
each encapsulating the next. An IPv4 header is at least
20 bytes and contains fields such as a 4-bit version,
header length, total packet length, protocol identifier,
source and destination addresses, and a header check-
sum, followed by variable-length options padded to
a 32-bit boundary. The TCP header is carried as the
payload of an IP packet and adds 20 or more bytes
specifying source and destination ports, sequence and
acknowledgment numbers, a data offset field, flag bits
(SYN, ACK, FIN, etc.), window size, and its own
checksum computed over a pseudo-header that includes
IP-layer fields.

6.1.9. Uniform Resource Identifier (URI). A URI is
a resource identification and web addressing standard.
URIs can be parsed with regular expressions, though the
expression that generates them is so large and unwieldy
that it is usually only generated by code. URIs are
specified in RFC 3988 [47].

6.1.10. Hypertext Transfer Protocol Version 1.1
(HTTP/1.1). The HTTP/1.1 protocol is a text-based

application-layer protocol that relies on TCP. It is a
stateless request-response protocol that uses two kinds
of length fields (not together) to transmit data to the
receiver. We only analyze the grammar of HTTP/1.1
requests.

6.1.11. Multipurpose Internet Mail Extensions
(MIME). MIME allows for media type specifications
in email attachments, and supports many encoding
schemes and multipart messages. MIME messages fol-
low a syntax similar to HTTP/1.1 messages. Unlike
HTTP/1.1, the multipart syntax requires parsing a vari-
ant of the Heredoc construct [38].

6.2. Real-World Parsing Tools

This section lists a few of the parsing tools used in
practice to recognize real-world formats.

6.2.1. Kaitai Struct. Kaitai Struct is a data description
language and a parser generation toolkit that supports
runtimes in several languages [48]. It is one of the most
used DDLs and supports various formats in its gallery.
Kaitai relies on YAML syntax and unconventionally
handles offsets using a syntax where locations and types
associated with those locations are defined. Addition-
ally, they also support a web IDE to build specifications
and visualize them with data.

6.2.2. EverParse. EverParse implements verified
parser combinators using a combination of Fstar and
low-star [41]. They use encoder-decoder proofs to
ensure that the parser and serializer are inverses of each
other and that their implementation is memory-safe.
The generated C parsers are zero-copy to guarantee
security and performance.

6.2.3. ABNF. The Augmented Backus-Naur Form
(ABNF) is the preferred language of RFCs, which



describe the standards of many of the protocols used on
the Internet. This captures exactly the class of context-
free languages, and thus is frequently augmented with
English descriptions of additional constraints [14].

6.2.4. DFDL. Data Format Description Language
(DFDL) is an industry-standard that is often used to
model text-based and binary data [35]. The DFDL spec-
ifications or schemas are used with the Daffodil runtime
to parse data and convert the data to an information set
(infoset). DFDL schemas are described in XML syntax.
DFDL is unique in that it also includes a serializer to
restore these infosets into binary data. However, DFDL
does not support complex constructs such as offsets and
checksums

6.2.5. Parsley. The Parsley Data Definition Lan-
guage [37] provides users to input data descriptions
in a BNF-like syntax while building on other pars-
ing approaches such as data-dependent languages [26]
and parsing expression grammars [16]. The Parsley
language includes a compiler and an interpreter, both
written in OCaml and designed to work for file formats
such as PDF and network formats such as DNS.

6.2.6. DaeDaLus. The DaeDaLus DDL [15] defines
data formats in a syntax that closely resembles
Nail [4]—while implementing it as a library within
Haskell. Additionally, DaeDaLus also includes a parser
generator for C++. At its core, DaeDaLus relies on
various Haskell features, for example, offsets and other
complex constructs.

6.2.7. Hammer. Hammer [39] is a parser combinator
toolkit that has been designed to help developers build
code that can enforce input validation rules. Hammer
provides bindings in many programming languages.

6.2.8. Nom. Nom is a zero-copy parser-combinator
toolkit in Rust [13]. Nom provides combinators similar
to Hammer for building regular and context-free gram-
mars in Rust. In addition, it allows separate validation
logic implemented as Rust functions.

6.2.9. Nail. Nail was a C-based parsing and serial-
ization toolkit built in 2014 with the design goal of
ensuring a semantic bijection between data formats and
their object model [4]. It introduced dependent fields
and stream transforms to capture protocol features such
as size and offset fields, checksums, and compressed
data, which were impractical to express in the protocol
languages available at the time. They demonstrated how
applications built using Nail, namely an authoritative
DNS server and an unzip program, could outperform
other applications on representative workloads.

6.2.10. Parsifal. Parsifal is a two-fold system imple-
mented in OCaml to parse and sanitize structured

data [29]. Researchers demonstrated Parsifal against
DNS requests, PNG files, and X.509 certificates. Parsi-
fal features an OCaml-based domain-specific language
that can describe binary formats using complex struc-
tures, such as unions, enumerations, and containers,
each with its own validation function.

7. Conclusions

7.1. Summary of Results

We have defined many different models of parsing and
fit them into a hierarchy with each other. This brings
to light the myriad relationships that parsing models
have with each other. This also makes the many remain-
ing open questions about formal language relationships
obvious. We have summarized many of the common
properties relevant to LangSec in an easy to look up
location for continued research in this field. Looking
at some real world formats, we have observed how
most mathematical models for parsing are insufficient in
practice. The natural conclusion is that part of why there
are so many different languages is to solve the current
gaps in parsing research. Potentially this is also why
the real world parsers don’t correspond nicely with the
Chomsky Hierarchy: the Chomsky Hierarchy does not
accurately capture the data formats we have designed.

7.2. The Changing Hierarchy

As researchers close the open problems in this paper
and new grammar classes are formalized, this paper will
become outdated. To combat this, the results of this
paper are collected in a git repository. [32] The purpose
of this repository is to serve as an up-to-date hierarchy
and to provide more definitions and theorems for some
of the questions which could not be asked in this paper.

7.3. Future Work

The clearest direction for future work is simply to
expand on the results of this paper. There are many
language classes which were not discussed here: LR(0),
LALR, GTDPL, One-Counter, Tree-Adjoining Gram-
mar, Comminatory Categorial Grammar, FO, FC-CQ,
FC-DATALOG just to name a few. How do these lan-
guages fit into the larger hierarchy? What properties do
they have, and which constructs can they recognize?
This paper also collects many open problems that still
need to be answered.

In addition to this, there are also (at least) three direc-
tions in need of more research.

7.3.1. Categorization of Practical Parsers. In Sec-
tion 6 we began the process of categorizing real world
parsers. Comparing these and fitting them into their own



(or the existing) hierarchy is important. Being able to
quickly look up what formats / languages / constructs
are possible with which tools is important, so that hours
are not wasted trying to write a grammar with a partic-
ular tool only to find it impossible. Furthermore, using
tools that are expressive enough for our needs while
being simple to understand and maintain is critical to
good security practices.

7.3.2. Parsing Power of Integer Functions. In the
proof of Theorem 4.25 we saw how introducing a non-
standard integer function into a Calc-Regular expres-
sion can give it some non-intuitive parsing power. The
traditional definition of the integer function used in
length fields is any computable function as a conve-
nience to capture different endian-nesses and number
languages. By doing so, it also gives languages classes
(like CalcReg) which use integer functions as an oracle
the potential to perform arbitrary computation. It is
conceivable that clever constructions of length that off-
load the parsing computation into the integer function
calculations are able to parse far more interesting lan-
guages than those intended by the constructs of the
parsing class. There is very little research on the effects
of adding a length field with a non-standard integer
function to a grammar class. It is also of theoretical
interest to understand if lowering the restriction even
further to any function (not just computable ones) would
provide parsing power strictly greater than that of a TM.

7.3.3. Alternate Hierarchies. Chomsky and the main
results of this paper categorize parsers based off their
model’s acceptors. We answer the question of what
language can this parser recognize? There is another
interesting way to view parsing models hinted at in
Section 5.3: what can this model verify? We already
have a few cases where the process of verifying a
correct parse is easier than the process of parsing itself.
As formal methods become more prevalent in the world
of security, this understudied hierarchy might be worth
serious thought.
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